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Towards the Agentic Era

Traditional Workloads
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eia

Thmkmg @)1 Call

JL

Prompt LLM

Coding Agent, Computer Use Agent etc.

* Agentic workloads have significantly higher token usage
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* Agentic workloads fundamentally reshape the
compute and memory characteristics of LLM inference

FLOPs Breakdown (Batch Size = 4) Memory Usage (Batch Size = 4)
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Memory Walls in Agentic Workloads

* Bandwidth Wall: Off-chip bandwidth limits on-chip compute. Limits compute utilization in
- traditional square-shaped
» Capacity Wall: Off-chip capacity limits the KV-cache batch size. systolic arrays.

LLaMA3 (70B 128K antext) Attainable FLOPs Comparison
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To solve these problems, we propose PLENA — an open-source, hardware-—
software co-designed NPU for agentic inference, spanning the full stack from
model to hardware.




We open-source the whole stack — Model to Hardware

Software Optimization Layer

Compiler

Quantization &
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Simulation Layer
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Emulator
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PLENA ISA Design

Types Descriptions # Instr.

Matrix(M) antrﬂls _GEMM an.d GEMYV ‘operations, (2
with or without matrix transposition

Vector(V) Eerfarms eleme:ntwme and rf_:dut.:tlon opera- [
tions, and rotation for quantization

Scalar(S) Performs scalar INT and FP arithmetic 17
Handles data transfers between HBM and

HBM(H) the Matrix/Vector SRAMs 3
Defines operation settings such as the

Control(C)  HBM address, nested-loop configuration, 8

and other execution parameters

E NI EEEEEEEEEEEEEEEEEEEEEEEEEEEEEEEEEEEEEEEEEEEEEEENEEEEN .. -IIIIIIIIIIIIIIIIIIIIIIIIIIIIIIIIIIIIIIIIIIIIIIIIIIIIIIIIIIIIIIIIIIIIIIII:

Attention Algorithm (Decode) PLENA ISA Assembly Code :
0 € R™¥4 K,V € R¥v-sizexa  iiH_ LOAD_M Prefetch K to Matrix SRAM

. /’ M HTMM Transposed Per head GEMM
S = QKT, = RlXRv_SLZE S —

: | V_EXP, Vector Operations
: P = softmax(S), P € R0 v SUM... Computing Softmax

0 = PV, 0 € R1*¢ | H LOAD M Prefetch V to Matrix SRAM
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The Optimization Pathways

r A
CPU
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PCle

PLENA Simplified Microarchitecture Design
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PLENA ' HBM |
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. Decoder _ P EE )
! T Vector Unit || Vector SRAM ! ' foy
: Pipeline : : y : | |
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Optimization Pathways:
1. Flattened Systolic Array

2. Mixed Precision Supported

3. Supporting FlashAttention
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Pathway 1: Flattened Systolic Array

Traditional Systolic Array No Longer Suitable

Square Shaped Systolic Array

B

h

In Projection:

y = XW

[ x

Low Systolic Array Utilization

Limited Batch Size B due
to capacity wall
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Pathway 1: Flattened Systolic Array

Flattened Systolic ArraL
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Pathway 2: Mixed Precision Supported

Matrix Unit

Inverse Hadamard

] Transform
FP to

e S0

> Compute Unit

Quantizer

(MX-INT)

Output in
high
precision
P

Yector Unit

- Hadamard

Transform

Compute Unit

HBM Matrix SRAM
Controller
Stored
as MX
Matrix
¢ Read Unit Low Precision
E (Load Weight and Data Storage
= KV)
% 5| Vector SRAM
x E High Precision
- Vector N E My n Data Storage
Read Write Unit to FP
<::>{Lnad Activation, S;Eﬂﬁd
Store KV) le- Selectively
apply rotation

(uantizer

(FP)

Output Path

‘_l:I:—

Rotation Data Path

Block Size

——

Tensor

MX-FP Format

Sign Exponent Mantissa
| | |
| - = M (mantissa bits)
\ E (exponent bits)
Power-of-two 1 ' ] S (scale exponent bits)
Shared Scale Elements B (block size)
Sign Mantissa | MX-INT Format
= -
_|_ ' : M (mantissa bits)
\ S (scale exponent bits)
Power-of-two ‘ — ' B (blocksize)
Shared Scale Elements

Quantization Configurations: definition of micro-scaling arithmetic data format
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Pathway 3: Supporting FlashAttention

* Reduce the memory traffic

* Opverlapping the KV cache read / write process to the HBM
[ ] [ ) T
* Matrix SRAM that could support low-cost transposed matrix read to support QK
[1 Attention 1 FFN [ 1 Others
Prefill (Seq=90000) Decode (Context=98000)
Config 1: Self-Attention, No Memory Prefetch, Systolic Shape: 128x128
Avg comp:30.5% Attn comp:25.7% FFN comp:49.8% Avg comp:0.7% Attn comp:0.5% FFN comp:6.9% .
Avg mem:51.6% Attn mem:52.0% FFN mem:50.0% Avg mem:35.7% Attn mem:35.4% FFN mem:44.6% Self-Attenthn,
Comp - | Comp - I
vem Y2770 CARRZ 722227 R N AR 722 /00 i INo Memory Prefetch
Attention FFN Attention
0 1 2 3 4 5 6 0.0 0.5 1.0 1.5 2.0 2.5 3.0
Config 2: Flash-Attention, No Memory Prefetch, Systolic Shape: 128x128
Avg comp:28.8% Attn comp:20.8% FFN comp:49.8% Avg comp:0.4% Attn comp:0.2% FFN comp:6.9%
Avg mem:15.0%  Atth mem:1.6%  FFN mem:50.0% Avg mem:5.7% Attn mem:4.5% FFN mem:44.6% .
Comp Comp - Il FlaSh'Attentlon,
Mem 1/ // /. % 1 K Mem v//// /] /S S S S i
Attention FFN Attention NO Memory PrefetCh
0 1 2 3 4 5 6 0.0 0j5 1:0 125 2j0 2j5 3:0
1le8 leb
Config 3: Flash-Attention, With Memory Prefetch, Systolic Shape: 1024x16 (Ours)
Avg comp:68.1% Attn comp:59.3% FFN comp:99.4% Avg comp:8.1% Attn comp:6.1% FFN comp:99.6% .
Avg mem:28.7%  Atth mem:8.4% FFN mem:100.0% Avg mem:20.8% Atth mem:19.1% FFN mem:100.0% FlaSh—Attentlon,
Comp A 2.2x speedup than Config 1 Comp A 10.2x speedup than Config 1 .
Mem v/ Y A 16 speedup than Config 2 Mem /. / / S b 10.4x speedup than Config 2 Wlth Memory PrefetCh
Attention FFN Attention
0 1 2 3 4 0 1 2 3 4 5
Time (us) le8 Time (us) le4
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We open-source the whole stack — Model to Hardware

Software Optimization Layer

Quantization & |

i L
Comprler Accuracy Evaluator ) Quantlgatlon
Design
Simulation Layer
Hardware
Transactional Analytic PPA Design
Emulator Model Fast PPA
Hardware Layer ngdfware &
oitware
ISA Micro-Arc RTL Slow but Accurate PPA Co-Desi DSE
- o-Design
Design Design Evaluation
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Balancing Area, Latency and Perplexity via Co-design

Multi-objective optimization to jointly optimize workload accuracy

(perplexity}), latency(d) and area(d).
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PLENA delivers higher throughput than leading accelerators / GPU devices with the

same amount of multipliers.

2.5 1
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PLENA delivers the highest energy efficiency than leading accelerators / GPU devices

Chatbot Workloads Agentic Workloads
Energy Efficiency (Llama-3 70B, 1.4k/0.2k) Energy Efficiency (Llama-3 70B, 114k/5k)
3.5 1 3.32 4.07
4_
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) o
= 2.51 S 3.
< <
X X
o 2.0- ©
E E
O O
~ 5.
0 1.5 1.34 C
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PLENA Overview

""" Software Optimization Layer |

* Compiler: Custom ISA and Aten based PyTorch-to-
PLENA Compiler

Quantization &

Compiler Accuracy Evaluator . e 1 1 : :
* Simulators: Multi-Fidelity Simulations
Quantization
__________________________________________________________________ Design —« RTL: Ready for ASIC EDA tool flow
\ Simulation Layer i
Transactional Analytic PPA | |
Emulator Model i Hardware
: § Design
i | Fast PPA .
PLENA artifacts can be found at:
- Hardware Layer ________________ Vo - https://aicrosssim.github.io/PLENA Doc/
I . Hardware i
I[SA Mirco-Arc RTL 5 &Software
Design Design Evaluation Slow but Accurate PPAE Co-Design DSE PLENA Published at ISCA 2026
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https://aicrosssim.github.io/PLENA_Doc/

Beyond PLENA, What We’ve Built Next

KernelCraft: First benchmark for agentic LLM generation of close-
to-metal assembly kernels on PLENA and other emerging
accelerators. (presenting today)

v
- Q_E Transformers . . .
= T i DART: Diffusion NPU Accelerator for Retinement-based Text
= 4—| Diffusion Sampling Generation

MemExplorer: A new memory system synthesizer for
heterogeneous NPU systems

pEbya) | PLENA Claster HeteroPanacea: Simulating future Heterogeneous Al systems
Erefifl KN Disaggregated DeI::I(;dE‘Ie\T ?FN . < . . . .
g oo 2t (eg GPU+NPU); with optimization like prefill-decode and
o | o2 [onee ]l attention—FFN disaggregations.
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https://openreview.net/forum?id=CG3TwM48M8
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